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ABSTRACT
Metagenomics is a cultivation-independent approach for obtaining the genomic composition of
microbial communities. Microbial communities are ubiquitous in nature. Microbes which are
associated with the human body play important roles in human health and disease. These roles
span from protecting us against infections from other bacteria, to being the causes of these
diseases. A deeper understanding of these communities and how they function inside our bodies
allows for advancements in treatments and preventions for these diseases. Recent developments
in metagenomics have been driven by the emergence of Next-Generation Sequencing
technologies and Third-Generation Sequencing technologies that have enabled cost-effective
DNA sequencing and the generation of large volumes of genomic data. These technologies have
allowed for the introduction of hybrid DNA assembly techniques to recover the genomes of the
constituent microbes. While Next-Generation Sequencing technologies use paired-end
sequencing reads from DNA fragments into short reads and have a relatively lower error rate,
Third-Generation Sequencing technologies use much longer DNA fragments to generate longer
reads, bringing contigs together for larger scaffolds with a higher error rate. Hybrid assemblers
leverage both short and long read sequencing technologies and can be a critical step in the
advancements of metagenomics, combining these technologies to allow for longer assemblies of
DNA with lower error rates. We evaluate the strengths and weaknesses of the hybrid assembly
framework using several state-of-the-art assemblers and simulated human microbiome datasets.
Our work provides insights into metagenomic assembly and genome recovery, an important step
towards a deeper understanding of the microbial communities that influence our well-being.
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1. INTRODUCTION AND BACKGROUND
Metagenomics is a cultivation-independent approach for obtaining the genomic composition of
microbial communities [1]. These communities are found everywhere, including in our own
bodies. While much is still to be learned about these communities, a deeper knowledge of the
genomic composition of these constituent microbes allows us to understand how these microbes
interact with each other and their environment. For instance, the microbial communities in the
human gut (human gut microbiome), are critical to the health of human beings, with changes in
gut microbiome function having been shown to be associated with diseases like Inflammatory
Bowel Disease which encompasses Crohn’s disease, Systemic Metabolic Diseases including
obesity and type II diabetes, mood disorders including depression, and the carcinogenesis of
cancers like colorectal cancer, prostate cancer, and gastric cancer. [2], [3], [4]. Gaining a deeper
understanding of these communities can lead to fundamental impacts for both diagnostics and
therapeutics for these diseases.

Well established Next-Generation Sequencing technologies such as Illumina sequencing
platforms in conjunction with newer Third-Generation Sequencing technologies led by PacBio
and Oxford Nanopore sequencing platforms, give way to hybrid assemblers. Next-Generation
Sequencing technologies use paired-end sequencing reads from DNA fragments into short reads
and have a relatively lower error rate, and Third-Generation Sequencing technologies use much
longer DNA fragments to generate longer reads, bringing contigs together for larger scaffolds
with a higher error rate. The difference between these technologies paved a path for hybrid
assemblers, which can be a critical step in the advancements of metagenomics, leveraging both
1

short and long read sequencing technologies to allow for longer assemblies of DNA with lower
error rates. Longer assemblies will generate more information, allowing a deeper understanding
of these microbial communities, especially with less error rates. Generating these higher quality
assemblies with less error enables a better recovery of the genome, granting a clearer view at the
specific functions of these communities, such as the functions of proteins, which plays many
important roles in our bodies.

In this study, we evaluated newer hybrid assemblers [5], [6] and compared them to more
established short read [7], [8], [9], [10] and long read assemblers [11]. Short read assemblers
have been evaluated previously, demonstrating success in metagenomic samples [12].
Furthermore, long read and hybrid assemblies have been shown to be a valuable technique for
metagenomic assemblies [13], with metagenomic communities collected from wastewater
treatment plants.

This study followed the path of previous frameworks in assessing the assemblers’ abilities in
reassembling genomes from metagenomic communities with newer technologies but did so with
exclusively simulated data of microbial communities in the human gut microbiome. By
generating this simulated data, we mimicked the human gut microbiome, considering the relative
abundance of these genomes, which allows for a more accurate representation of that
environment.

2

2. METHODOLOGIES

2.1 ASSEMBLERS EVALUATED
The assemblers chosen for this study consist of short, long, and hybrid assemblers. The chosen
short read assemblers were IDBA-UD [7], [8] and metaSPAdes [9], [10]. These assemblers use
an iterative De Bruijn graph approach for second-generation sequencing. Computing alignments
for all reads would lead to all the possible ways to align two sequences from 𝑛 reads, which
would be too computationally expensive. Due to this, the De Bruijn graph approach is used
instead. The De Bruijn Graph first finds overlaps between sequences using a substring of length
k, called a k-mer. A k-mer is of a fixed length and breaks down reads into overlapping k-mers on
the graph. As a result, finding overlaps between them is much more effective, where an overlap
is based on shared k-mers. In the De Bruijn graph, the prefixes and suffixes are the nodes of the
graph, and nodes are connected by an edge if the k-mers overlap in the genome. To reconstruct
the genome, different traversal methods can be taken. IDBA-UD constructs a De Bruijn graph
for k-mers of length 𝑘 for every iteration it runs, where 𝑘 = 20, 40, 60, 80, 100 for default
values. A simple path (a path in which all nodes are distinct) represents a contig. After contigs
are generated in each iteration, they are used as inputs into an accumulated De Bruijn graph,
from where the final contigs are generated. MetaSPAdes has a similar framework, constructing
De Bruijn graphs for k-mers of lengths 𝑘 = 21, 33, 55 by using the SPAdes assembler [10]. For
each iteration, MetaSPAdes creates assembly graphs based on how many times each k-mer has
been seen during the assembly (coverage values). MetaSPAdes will then traverse the graph based
on areas of high coverage, as low coverage areas are considered an unlikely candidate and paths
3

will not be extended from that node. Canu [11] was the chosen long read assembler, and uses a
pipeline to assemble trimmed sequences. Canu’s first stage is based on correction, where it
detects overlaps using MHAP [14]. MHAP is a probabilistic algorithm which detects overlaps in
reads. MHAP has a default k-mer size of 16, of which it generates for the given reads and hashes
using randomized hash functions. The output of the hash function is an integer value. MHAP
then finds the minimum values in each hash (“min-mers”) and generates the corrected sequence
consensus if there are sufficient similarities between the hash values. In other words, the hash
values between the reads are compared, and if 70% of the hashes are the same, MHAP will
identify it as an overlap. Canu then trims those sequences and creates an overlap graph using the
trimmed corrected sequence. The final step is to traverse the overlap graph, where Canu finds the
longest overlaps to construct contigs. Finally, the chosen hybrid assemblers are OPERA-MS [5]
and hybridSPAdes [6]. OPERA-MS is another pipeline-based assembler. OPERA-MS first
assembles contigs using short-read metagenomic assembler MEGAHIT [15], [16]. Short and
long reads are then overlapped with the contigs generated from MEGAHIT to identify coverage
and connectivity between them. Finally, OPERA-MS clusters these contigs into genomes based
on their connectivity and coverage. HybridSPAdes comes from the same pipeline as
metaSPAdes, using an experimental pipeline to hybrid DNA assembly. Like OPERA-MS,
hybridSPAdes is first assembled using short read assembler SPAdes [10]. HybridSPAdes then
uses the contigs generated by SPAdes and the overlap-layout-consensus (OLC) approach to
generate longer reads. The OLC approach finds overlaps between reads, and creates a graph
based on those reads, where the nodes are the reads and an edge represents and overlap between
those reads. Contigs are then constructed by traversing the overlap graph and a consensus of the
4

reads (the most likely sequence) is constructed (a similar approach was seen with Canu, where it
generates the overlap graph and traverses it for the longest sequence).

2.2 READ SIMULATION
This study evaluates short, long, and hybrid reads, which come from different technologies.
Short reads were simulated using wgsim [17], a tool forked from the SAMtools package [18],
which allows for Illumina short read technology simulations. Long reads were simulated using
PBSIM2 [19], which allows for both Oxford Nanopore and PacBio simulations. Hybrid reads do
not need further simulations, as Illumina short reads and Oxford Nanopore / PacBio reads were
be used for one assembly. In other words, Illumina short read simulations were provided as an
input to short read assemblers, Oxford Nanopore and PacBio simulations were provided as an
input to long read assemblers, and a combination of the two were provided as an input to hybrid
assemblers.

Different read lengths were also used for this study. Short read simulations were done with read
lengths of 2 × 125 base pairs, such that the forward and reverse reads are both 125 bp. Long
read simulations were done with read lengths of 50,000 base pairs, or 50 Kbp. The total data
yield used to calculate these simulations varied with accordance to the size of the community
(explained further in section 2.2), as well as the read length. Short reads for larger communities
were generated using 10 Gbp, and long reads were generated using 5 Gbp. For smaller
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communities, the total data yield ranged from 300 Mbp and 2 Gbp for both short and long reads.
This will also be explained further in Table 1.

2.3 HUMAN GUT MICROBIOME COMMUNITIES
Assembled genomes sequences from representative taxa in the human gut microbiome were
downloaded from NCBI’s reference sequence database. It has been noted that microbial
communities contain multiple strains of microbial species. To model the human gut microbiome
more accurately, multiple strains of the same species were chosen, which therefore grants a more
accurate evaluation of the assemblers. Two different sizes of these communities were chosen,
such that one community has 100 genomes and the other has 50 genomes. These two
communities serve as the general human gut microbiome and poses new questions to the
assemblers, as different community sizes affect the overall assembly quality.

As stated previously, microbial communities have been noted to contain multiple strains of the
same species. While the communities with 100 and 50 genomes contains strains, this study also
assembles three further communities to evaluate strains. This grants a view of how the
assemblers handle genomes that are closely related. These communities are subsets of the larger
community with 100 genomes, and all vary to propose new questions for metagenomic
assembly. Two of these communities were strain only evaluations, with only one strain of one
species being assembled. These strains were chosen from two species, Escherichia coli and
Bacteroides thetaiotaomicron. The third community contains all the strains of a specific genus,
6

Bacteroides, which dives deeper into strain and species level assembly, with multiple strains of
the same Bacteroides genus being assembled. Additionally, these communities have varying
sizes, testing not only the ability of the assemblers to handle closely related genomes, but also
how these assemblers handle communities of different sizes.

In total, there were five communities, such that two are general approximations of the human gut
microbiome, and three are subsets of this general community, containing more specific strains
for detailed assembly.

Table 1: Communities with Corresponding Size and Total Data Yield

Community

Size (# genomes)

Total Yield Short

Total Yield Long

100 genomes

100

10 Gbp

5 Gbp

50 genomes

50

10 Gbp

5 Gbp

Escherichia coli strains

6

300 Mbp

300 Mbp

Bacteroides
thetaiotaomicron strains

9

300 Mbp

300 Mbp

Bacteroides genus

33

2 Gbp

2 Gbp

Visual organization of the communities that were assembled, with their corresponding size and the total amount of
data, where Total Yield Short refers to Illumina short read simulations, and Total Yield Long refers to Oxford
Nanopore and PacBio long read simulations.
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2.4 RELATIVE ABUNDANCE
The size of a microbial community is not the only varying factor. While there may be a varying
number of genomes in these communities, there is also a varying number of abundances for each
genome, as not every genome may be as abundant in this community as others. To take this into
account, this study consisted of a staggered community and even community, such that the
staggered communities have differing ratios of abundance for genomes in the given community,
and the even community consists of the same abundance for every genome. The staggered
abundance was calculated using the ratio 100:1, such that the most abundant genome is 100
times more abundant than the least abundant genome, and all other genomes fall in between the
100:1 ratio. The even community was calculated using the ratio 1:1, and as the name implies,
each genome has the same abundance as every other genome.
As Table 1 shows, communities had different values for the total yield. The total number of reads
for a given community was calculated using the following formula:
𝑇𝑜𝑡𝑎𝑙 𝑌𝑖𝑒𝑙𝑑
= 𝑇𝑜𝑡𝑎𝑙 𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑅𝑒𝑎𝑑𝑠
𝑟

(1)

Equation 1 demonstrates that the total yield divided by the read length 𝑟 results in the number of
reads for the current community. Therefore, further calculations were necessary to find the
number of reads for each genome according to their given abundance in that community.
ℓ1 𝑎1
ℓ2 𝑎 2
ℓ3 𝑎 3
ℓ𝑛−1 𝑎𝑛−1
ℓ𝑛 𝑎 𝑛
𝑇𝑜𝑡𝑎𝑙 𝑌𝑖𝑒𝑙𝑑
𝑥+
𝑥+
𝑥 + ⋯+
𝑥+
𝑥=
𝑟
𝑟
𝑟
𝑟
𝑟
𝑟
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(2)

Equation 2 shows that the length of genome ℓ multiplied by the abundance of that species 𝑎,
divided by the length of the read 𝑟, will sum to the total number of reads (as shown in equation
1), with 𝑛 genomes in a community. In other words,

ℓ𝑖 𝑎𝑖
𝑟

gives the number of reads for genome 𝑖.

Given this equation, 𝑥 is the ratio of the total number of reads divided by the number of reads for
each genome. Solving for this value and plugging it back into equation 2 will give the relative
abundance for a single genome 𝑖. Equation 2 can therefore be rewritten to solve for 𝑥:
𝑛

𝑇𝑜𝑡𝑎𝑙 𝑌𝑖𝑒𝑙𝑑
ℓ𝑖 𝑎 𝑖
𝑥=
⁄∑
𝑟
𝑟

(3)

𝑖=1

Such that 𝑛 is the total number of genomes for the given community, and the other variables
remain the same as explained in Equation 2. Therefore, Equation 3 gives an 𝑥 such that plugging
it back into any genome 𝑖, gives the number of reads for that current genome in relation to its
abundance in the community. This calculation was repeated as many times as necessary,
accounting for different total yields (as shown in table 1), as well as different communities and
read lengths.

As a result of these calculations, short reads were ready to be simulated on wgsim, as wgsim
takes the number of reads per species as an input. PBSIM2 required depth of coverage, which
can be solved using the following equation:
𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑅𝑒𝑎𝑑𝑠 × 𝑅𝑒𝑎𝑑 𝐿𝑒𝑛𝑔𝑡ℎ = 𝐺𝑒𝑛𝑜𝑚𝑒 𝐿𝑒𝑛𝑔𝑡ℎ × 𝐶𝑜𝑣𝑒𝑟𝑎𝑔𝑒
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(4)

Depth of coverage can be defined as the number of times a nucleotide sequence is read during
sequencing, or in this case, short or long read simulation [19]. The number of reads per genome
were solved following the steps of equations 1-3, the read length is known for long reads (50,000
bp), and the genome length for each genome is also known as they were downloaded from the
NCBI’s refseq database. Therefore, the previous equation can be rewritten to solve for coverage:

𝐶𝑜𝑣𝑒𝑟𝑎𝑔𝑒 =

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑅𝑒𝑎𝑑𝑠 × 𝑅𝑒𝑎𝑑 𝐿𝑒𝑛𝑔𝑡ℎ
𝐺𝑒𝑛𝑜𝑚𝑒 𝐿𝑒𝑛𝑔𝑡ℎ

(5)

While wgsim did not require coverages as an input, coverages were also calculated using the
same steps, except with read length being equal to 2 × 125 = 250 instead. The following tables
will explain this visually, showing one of the five communities that were generated using these
steps.
Table 2: Staggered Abundance Calculation of E. coli Strains Community

E. coli Strains

Staggered Abundance

Number of Reads

Coverage

Strain 1

100

446,048.83

20.18371679

Strain 2

90

418,971.40

18.16534511

Strain 3

50

209,102.13

10.0918584

Strain 4

20

79,748.61

4.036743358

Strain 5

10

42,380.05

2.018371679

Strain 6

1

3,748.95

0.201837168

Visual organization of the staggered abundance profile of one of the assembled communities, including the number
of reads and coverage.
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Note that the staggered community has a decreasing coverage as the abundance of the strain
decreases. This produces new questions for assemblers, as very low coverage (low abundance) is
generally harder to assemble due to lack of data. Furthermore, as shown in Table 1, the
community with Escherichia coli strains has the same number of total data yield for both short
and long reads, and thus the coverage for this community remained the same for both short and
long reads as well.
Table 3: Even Abundance Calculation of E. coli Strains Community

E. coli Strains
Strain 1

Even Abundance
1

Number of Reads
211,797.73

Coverage
9.5

Strain 2

1

221,045.03

9.5

Strain 3

1

198,576.27

9.5

Strain 4

1

189,335.48

9.5

Strain 5

1

201,233.56

9.5

Strain 6

1

178,011.89

9.5

Visual organization of the even abundance profile of one of the assembled communities, including the number of
reads and coverage.

The same conclusions can be made about table 3, except that the even community has the same
coverage across all strains, as the abundance of the genomes remains the same. Again, as shown
in Table 1, the community with Escherichia coli strains has the same number of total data yield
for both short and long reads, and although the read length varies between the two, the coverage
for this community remained the same after the calculations were concluded. In other words, the
11

staggered abundance profile had the same coverage independent of what technology was being
simulated (short or long), and the same applies to the even abundance profile.

2.5 EVALUATION OF ASSEMBLIES
The metrics chosen for this comprehensive evaluation consisted of genome fraction,
misassemblies, NGA50, and number of contigs produced. For this study, the average and sum of
certain metrics were taken, using the data produced by the evaluations done between the
reference genome to the assembled genome. While the average for all genomes were taken for
genome fraction, for misassemblies, NGA50, and number of contigs, the total number, or
summation of all genomes, was taken instead.

Genome fraction can be described as the percentage of the aligned bases in the reference
genome. For this metric, the average was taken among all genomes, and the higher the genome
fraction, the better the assembly output. The number of misassemblies depends on four different
criteria and requires a reference genome to calculate. These four criteria are [20][21]:
•

The left sequence aligns over 1Kbp from the right sequence,

•

The sequences overlap on more than 1 Kbp,

•

The sequences align to different DNA strands,

•

The sequences align on different reference genomes.

12

The total number of misassemblies of all genomes was taken, and the lower this metric, the
better the assembly output. NGA50 is analogous to N50 (the length of the shortest contig, such
that using any length greater than or equal to that length covers at least 50% of the assembly) but
is instead based on an alignment to the reference genome, which is more reliable, as the
reference genome was used to generate that statistic. This metric was also shown using the sum
of all NGA50s for all genomes, and therefore, the higher the number, the better the assembly
output. Finally, the number of contigs produced was the final metric. This was shown as the sum
of all contigs for all genomes in an assembly. It is generally more appealing to be able to have
assemblies which generate less contigs, and for this study, the lesser the value, the better the
assembly.

Evaluation of the assemblies took place using metaQUAST [20], [21], which provided a critical
analysis of the chosen assemblers. MetaQUAST allows inputs of many reference sequences, of
which were compared with the assembly output. As stated in section 2.2, specific assembled
genomes from select taxa were downloaded from NCBI’s reference sequence database for
simulation of short and long read technologies. This same assembled reference sequence was
provided as the references for metaQUAST, along with the assembled genomes from IDBA_UD,
metaSPAdes, OPERA-MS, hybridSPAdes, and Canu. One thing to note is that OPERA-MS
produces polished contigs and non-polished contigs, and both were used for evaluating
assemblies. The main difference between the two is that polished contigs include an extra step in
the OPERA-MS pipeline, using Pilon [22] for error correction and to improve assemblies. These
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assemblies, along with the reference sequences, were the base of the evaluation, where
metaQUAST produces metrics that evaluates how the assemblies did compared to the original
reference genome for all genomes in the assembled community.

14

3. RESULTS
When examining results, this study begins with the most general community and narrows it
down to the most specific. In this case, it is easier to analyze and explain in order of specificity.
This starts with the largest communities of both 100 and 50 genomes and follow to a species and
genus level comparison. When mentioning community names, they are referred table 1 on
section 2.3, including their sizes and total yield. Finally, each metric section builds from the last,
drawing overarching conclusions about each assembler and their characteristics.
For all future graphs, there will be a few different things to note. For each color, there will be a
solid color and a transparent color. The solid color will refer to the staggered community,
whereas the transparent color will refer to the even community. To further differentiate the two,
the staggered community with the solid color is also outlined by dashed lines, whereas the even
community with the transparent color is outlined by a solid line. Furthermore, each color
represents the technology that was used for sequencing. As mentioned before, there are short,
hybrid, and long read assemblers. Due to this, some assemblers can only use sequence data
specific to it (short and long), whereas hybrid assemblers may have a combination of the two.
Each color, then, represents the combinations that were provided to the specific assembler.
Hybrid assemblers will have more of these combinations, as they are able to sequence data that
has been simulated with both short and long read technologies.

15

3.1 ASSEMBLIES OF COMMUNITIES WITH 100 AND 50 GENOMES
3.1.1

GENOME FRACTION

The first communities to be analyzed for genome fraction are the communities with 100 genomes
and 50 genomes. This community was one which we simulated to best try and represent a human
gut microbiome environment. Short read assemblers produced great averages, with both IDBAUD and metaSPAdes producing consistently high genome fractions. Hybrid assembler OPERAMS also produced a high genome fraction, as compared to its counterpart hybridSPAdes. In the
community with 100 genomes, IDBA-UD, metaSPAdes, and OPERA-MS, have a genome
fraction of about 75% across all variables, outshining hybridSPAdes and Canu, which have about
a 60% and 50% genome fraction respectively across all variables.

Figure 1: Average genome fraction for 100 genomes

16

Figure 2: Average genome fraction for 50 genomes

While the statistics generated remain around the same for both communities of 100 and 50
genomes, the community with 50 genomes had better overall genome fraction amongst all
assemblers, with a smaller difference between them. Though all assemblers experienced this,
Canu had the largest increase, with a genome fraction about 5% higher in the community with 50
genomes than in the community with 100 genomes. It is also important to note that though
producing similar results, Oxford Nanopore reads for both hybrid and long read assemblers
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outperformed PacBio reads for their respective counterparts for both the staggered and the even
communities. Finally, the same can be said about the difference abundance profiles of these
species, with the even community outperforming the staggered community for all assemblers.
This was an expected result, as the staggered community has microbes with lower abundance in
the 100:1 ratio, causing a much lower depth of coverage when simulating the reads.

3.1.2

MISASSEMBLIES

When analyzing misassemblies, it is also important to note some of the patterns taken from the
genome fraction section. OPERA-MS had the highest genome fraction amongst the hybrid
assemblies, which was even comparable to metaSPAdes and IDBA-UD as noted in section 3.1.1,
but also produced significantly higher misassemblies. The same cannot be said for metaSPAdes
and IDBA-UD, which resulted in high genome fractions, but also produced significantly less
misassemblies. Due to Canu having long read technologies, it also produced more misassemblies
for all communities, comparable to OPERA-MS. A similar conclusion from section 3.1.1 about
OPERA-MS can be made regarding its misassemblies, where it maximizes genome fraction
using short reads, resulting in more misassemblies due to the hybrid input. HybridSPAdes was a
conservative assembler producing average results in genome fraction, but a much lower result in
misassemblies. Unlike OPERA-MS, what hybridSPAdes lacked in genome fraction it made up
for in misassemblies. Figure 5 shows that results for misassemblies remained the same as
explained above.
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Figure 3: Total misassemblies for 100 genomes

3.1.3

NGA50

It may be unclear as to the benefits of hybrid assemblers up until this point, as short read
assemblers produced similar results for genome fraction, while also generating extremely few
misassemblies. However, hybrid assemblers stand out when it comes to NGA50. OPERA-MS
and hybridSPAdes both produce a larger total NGA50 than short read assemblers. With
sufficient coverage, this is seen across all communities, independent of size, abundance, and
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technology. As Canu uses only long read technologies, it produces the highest NGA50, but as
noted in sections 3.1.1 and 3.1.2, it lacks in genome fraction and produces a high number of
misassemblies. Hybrid assemblers are a great compromise for the features noted in sections 3.1.1
and 3.1.2, while also producing higher NGA50. OPERA-MS maximizes genome fraction which
results in a higher number of misassemblies, but also produces high NGA50. HybridSPAdes is
slightly more conservative, producing average results for genome fraction, but what it lacks in
genome fraction it makes up for in producing much fewer misassemblies and a higher total
NGA50.

As expected, short read assemblers have the lowest total NGA50, as short read technologies
break contigs into many smaller pieces, resulting in a smaller average contig size. Again, as
expected, Canu produces high NGA50, as long read technologies use much larger contigs,
resulting in a larger average contig size. It may then be then, unsurprising, to note that hybrid
assemblers fall in between long and short read assemblers for this statistic, leading to a great
compromise between other metrics and NGA50.
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Figure 4: Total NGA50 for the community with 50 genomes.

As shown in figure 4, hybrid assemblers produced results comparable to long read assemblers
when it comes to NGA50, ranging from about 1,500,000 bp to 2,000,000 bp. Similar results can
be found for other communities, with the only limiting factor being coverage and relatedness of
species. For the communities in this study which used smaller coverages or had species that were
extremely related, NGA50 was not as high, and will explained in a further section. Another way
to look at this data is to model the total number of misassemblies and NGA50 in a graph. By
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modeling the NGA50 on the y axis and total number of misassemblies on the x axis, it interesting
to see the clusters which are formed between assemblers. By doing so, the most favorable
assemblies regarding these two statistics will be located on the top left corner, and the least
favorable assemblies will be located at the bottom right corner. As shown in figure 5, hybrid
assemblies were comparable to Canu, with differences only in the number of misassemblies. As
noted in section 3.1.2, OPERA-MS had a higher number of misassemblies, which could be a
result of maximizing genome fraction. While hybridSPAdes did not produce more
misassemblies, it also lacked slightly in genome fraction. This, however, was not the case for
NGA50, where they produced equally high NGA50. As a result, hybrid assemblers are a great
tool to use keeping in mind the compromises made between genome fraction and NGA50.

Figure 5: Modeling NGA50/Misassemblies for the community with 50 genomes.
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3.1.4

NUMBER OF CONTIGS

The final metric analyzed by this study was the total number of contigs produced by each
assembler. Short read assemblers are known to produce a larger number of contigs, while long
read assemblers produce less. This conclusion can be said for this study as well, where short read
assemblers produced a larger number of contigs than long read assemblers. Hybrid assemblers
differed on this statistic. Though producing more contigs than Canu, hybridSPAdes seemed to
trail metaSPAdes, which both varied slightly depending on coverage. The larger the coverage,
the less contigs these assemblers produced, as a result of having more data. Again, this could be
due to them being part of the same framework and utilizing similar techniques for assembly.
OPERA-MS, as concluded in other sections, optimized for genome fraction and therefore
consistently produced more contigs comparable to IDBA-UD. The following figures will show
this visually. Given figure 9, it is clear to see the patterns explained above. As coverage and
community size decreases, these differences decreased as well. Though these differences are
noticed, the general pattern for short and long reads remain the same, with short read assemblers
producing more contigs than long read assembler Canu, and hybrid assemblies falling in
between. This similar pattern was seen in section 3.1.3, where hybrid assemblies also fell in
between short and long read assemblies for NGA50.
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Figure 6: Total number of contigs for community with 100 genomes and larger coverage

3.2 ASSEMBLIES OF STRAINS AND GENUS
3.2.1

GENOME FRACTION

When analyzing the results for more specific communities, the average genome fraction differs
slightly. As shown in table 1, different total yields were given to these communities to see how
these assemblers would react with a smaller coverage as compared to communities with more
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genomes. As a result, Canu was able to better take use of this smaller coverage, producing a
higher or near identical average genome fraction as compared to short read assemblers across all
three more specific communities. While IDBA-UD and metaSPAdes did not underperform, the
average genome fractions generated were not as high as they were before with the larger
communities with larger coverages. OPERA-MS has a very large genome fraction across all five
communities, maximizing the genome fraction statistic for assemblies independent of abundance,
coverage, or community size. Finally, hybridSPAdes seemed to follow metaSPAdes patterns for
these communities, which could be a result of coming from the same SPAdes framework. Figure
7 shows the average genome fraction across all assemblers when assembling only Escherichia
coli strains and produces identical patterns to when assembling only Bacteroides
thetaiotaomicron strains. Figure 8 shows a more specific assembly, with all Bacteroides species
being assembled (Bacteroides genus).
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Figure 7: Average genome fraction for E. coli strains
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Figure 8: Average genome fraction for Bacteroides Genus

As a result of more genomes and larger coverage, the assembly for the Bacteroides genus had
smaller differences between assemblers. This same pattern was seen as the difference between
the species with 100 and 50 communities, as noted in section 3.1.1.
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3.2.2

MISSASEMBLIES

The total number of missasemblies of these strains remained consistent with the results as seen
on section 3.1.2. Regardless of the community size, species abundance, and even technology, the
total number of misassemblies remained consistent. Canu, which has the long read sequencing
technology produced the most misassemblies, followed by OPERA-MS. Like section 3.1.2, the
assemblers with the least number of misassemblies were hybridSPAdes and both short read
assemblers. Figure 9 and 10 shows that no matter the differences in communities, they remain
consistent to each other, also producing equal patterns to figure 3 in section 3.1.2.

Figure 9: Total misassemblies for Bacteroides thetaiotaomicron Strains
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Figure 10: Total misassemblies for the Bacteroides genus

As seen in these figures, the community sizes might vary, along with coverages and species
abundance, but the relative pattern seen in the total number of misassemblies remains mostly the
same, even as described in section 3.1.2.
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3.2.3

NGA50

Results of the strain level NGA50 statistic also remained somewhat consistent to those in section
3.1.3. The most notable difference was due to the E. Coli strains being extremely related to each
other. With this community being the one with the least number of species, along with the strains
being extremely similar to each other, it generated some differing results.

Figure 11: Total NGA50 of the E. Coli community

30

As seen in figure 11, the hybrid assemblers do not tend to do so well in this community. The
outlier in this case was the staggered community for OPERA-MS, which managed to generate
high NGA50 values even given the extreme relatedness of these strains, unlike hybridSPAdes
and short read assemblers. In this sense, that result is expected, as the relative abundance of these
strains are different within the staggered community, and these strains can be differentiated
within the assembler. This further shows that the assemblers had a much more difficult time with
the even community, as NGA50 is not only lower within all assemblers, but it also failed to
generate any significant value for OPERA-MS. While OPERA-MS generated great NGA50 for
this staggered community, the even community did not see the same results, as species
relatedness was too high and only magnified due to the species all being the same coverage.
BLAST comparisons on NCBI of these E. Coli strains showed that these species were over 99%
identical to each other, with some query coverages reaching 92%.

This result, however, is already seen differently among other strain level communities. While
these other strain level communities had a few more strains, BLAST comparisons showed that
they were also not as related as the E. Coli community was. For example, Bacteroides
thetaiotaomicron had 3 more species and generated 300,000 bp more in total NGA50. This
remains somewhat consistent to the staggered E. Coli community, which has 3 fewer species and
generated 280,000 bp in total NGA50.
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Figure 12: Total NGA50 of the Bacteroides thetaiotaomicron community

Noted in figure 11, this was almost the same result as noted with E. Coli, except the species
relatedness led to different issues for OPERA-MS, especially within the even community which
had these strains at equal coverage. Different to the communities with 100 and 50 genomes, it is
shown that hybridSPAdes generally had a more difficult time maximizing NGA50 with less
coverage and fewer species. By modeling the NGA50 on the y axis and total number of
misassemblies on the x axis again, we see different clusters formed as compared to section 3.1.3.
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By doing so, the most favorable assemblies regarding these two statistics will, again, be located
on the top left corner, and the least favorable assemblies will be located at the bottom right
corner.

Figure 13: Modeling NGA50/Misassemblies for the Bacteroides thetaiotaomicron community.

Figure 13 shows that while metaSPAdes, IDBA-UD, and OPERA-MS created clusters similar to
larger communities (as shown in figure 3), hybridSPAdes and Canu did not. Canu generated
more misassemblies per NGA50, and hybridSPAdes did not generate a higher NGA50.
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3.2.4

NUMBER OF CONTIGS

The results seen for the total number of contigs generated by these assemblers remained
consistent as seen in section 3.1.4. Shown in figure 13 is the total number of contigs generated by
the assemblers given the Bacteroides genus, which as seen with previous sections, remained
consistent.

Figure 14: Total number of contigs in the Bacteroides genus.
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IDBA-UD and OPERA-MS generated the largest number of misassemblies, followed by the
SPAdes pipeline including hybridSPAdes and metaSPAdes. Again, these results were as
expected, where pure long read assembler Canu generated the least number of contigs due to
sequencing only long read technology, generating few contigs of larger size. The same can be
said with short read assemblers, which generated lots of smaller fragmented contigs. Finally,
hybrid assemblers fall somewhere in between, which leverage both short and long read
technologies.
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4. DISCUSSION
As a result of this study, it has been concluded that hybrid assemblers do provide effective
results for metagenomic assembly. Hybrid assemblers are a great tool for getting a higher
NGA50, a long read trait, while also having some short read trait capabilities. Different hybrid
assemblers produce slightly different results, and they should be used for different reasons.
OPERA-MS produced consistently high genome fraction, but also generated more
misassemblies. HybridSPAdes was more conservative with genome fraction, but also produced
much fewer misassemblies. Regardless of these differences, both hybrid assemblers produced a
higher NGA50 than short reads, which is a favorable trait for sequencing genomes. These
assemblers work best when the community is known, where closely related genomes had a much
more difficult time producing these results.

Short read assemblers IDBA-UD and metaSPAdes had similar results, producing higher genome
fraction, fewer misassemblies, a lower NGA50, and more contigs. These results were also
expected, as pure short read technologies tend to follow this pattern for sequencing. The same
can be said for long read assembler Canu, where it also followed typical long read assembler
patterns, producing lower genome fraction, more misassemblies, higher NGA50, and less
contigs. Similarly, to hybrid assemblers, knowing the profile of your community prior to
assembly will allow for better results.
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The differences between all assemblers varied slightly depending in community abundance, with
the even communities generally outperforming the staggered, though these differences are
expected with different community abundances. Similarly, long read technologies produced
similar outputs, with Oxford Nanopore and PacBio having minimal differences between them.

As this study dealt with exclusively simulated data, a possible future study would be to analyze
hybrid assemblers for real world data. While assembling simulated data gives the ground truth
for that data, the same cannot be said for real world samples. Collecting real world samples does
not grant one with the same insight to the community as a simulated community would, with
variables described in this paper being unknown for the assembler. This future work would allow
comparisons to be drawn to see how hybrid assemblers in a real-world setting differs from the
results using synthetic data, which is valuable when trying to understand such metagenomic
communities. Knowing these differences provides grounds for future studies to be able to choose
assemblers specific to their need, further advancing our knowledge of microbial communities in
our environment, thereby contributing to advancements in the health of humans.
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